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Abstract 

This report documents ESG’s hands-on testing of Trifacta Wrangler Enterprise, a data wrangling solution that simplifies data 

wrangling to enhance self-service analytics. Testing focused on ease of use and responsiveness directly in the application. 

The Challenges 

Analyzing diverse data sets is essential to taking advantage of opportunities and gaining valuable insights. In recent ESG 

research, midmarket and enterprise organizations made it clear that big data analytics projects are important business and 

IT priorities. As Figure 1 shows, 48% of respondents ranked these projects as their most important business priority, and a 

full 80% ranked them among the top five. For IT priorities, 60% ranked them among the top five.1  

Figure 1. Importance of Big Data Analytics Projects/Initiatives Relative to Business and IT Priorities 

 
Source: Enterprise Strategy Group, 2017 

Organizations spend significant time and money collecting, storing, cleansing, transforming, and merging masses of data 

from various sources—such as files, databases, cloud storage, web applications, text sources, machine logs, and sensors—in 

order to gain insight to make better, faster business decisions. A key challenge for many is that the traditional methods of 

preparing the data are painful and slow. It’s difficult and error-prone to prepare data from multiple sources manually using 

Excel, or working with technical resources to create a complicated ETL process, especially with diverse, raw data sets of 

varying structures. IT can help, but that requires waiting for IT availability; in addition, their lack of context regarding the 

outcome often results in errors. Plus, any changes mean starting again with another IT request, adding cost and delays. 

These traditional methods postpone gaining insight to make business decisions. In many organizations, 80% of the 

resources invested in any analysis project is spent finding and preparing data, and only 20% on using the data. Organizations 

need data preparation to be simpler and faster to empower business analysts to uncover the business value of their data 

faster.  

                                                             
1 Source: ESG Research Report, Enterprise Big Data, Business Intelligence and Analytics Trends: Redux, July 2016.  
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The Solution: Trifacta Wrangler Enterprise 

Trifacta Wrangler Enterprise is a data wrangling solution that simplifies and accelerates data preparation for analytics. It 

enables end users to explore raw, diverse data and arrange it into structured formats for analysis, without complex, error-

prone processes. Users can explore data of any shape or size and build a recipe of wrangling steps that make the data 

usable downstream. Using that recipe, they can define a data processing job that can leverage various execution engines, 

making the output useful in downstream visualization and analysis applications.  

Trifacta’s approach to wrangling data uses data visualization, machine learning, and  human-computer interaction 

techniques to enhance the user experience. Trifacta delivers:  

• Interactive Exploration: Wrangler Enterprise lets users see exactly what is in their data to understand its distribution 

and quality; they can explore the data, manipulate it, and immediately see how various transformations will impact the 

output.  

• Predictive Transformation: Wrangler Enterprise offers intelligent, contextual suggestions about what transformations 

to apply to optimize the potential insight from the data sets in use. Users prompt these intelligent suggestions through 

simple interactions with their data such as clicking on or selecting certain data elements.  

• Intelligent Execution: Wrangler Enterprise suggests the processing engine for data transformation execution; smaller 

data sets can be transformed directly in the browser, while larger data sets can be processed on any desktop or server, 

and data sets that require parallel processing can run on external engines such as Spark. 

• Collaborative Governance: Wrangler Enterprise integrates with security, data lineage, and access frameworks, ensuring 

proper access without having to implement add-on solutions. 

 

 

 

 

 

 

Figure 2. Trifacta Wrangler Enterprise  

 

Source: Trifacta, 2017 
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Ease of Use 

ESG Lab performed hands-on, remote testing of Trifacta Wrangler Enterprise, with a focus on ease of use. Testing was done 

using a traditional laptop and the Google Chrome browser. ESG performed a typical data wrangling task that a financial 

services analyst might execute: trying to identify potential trading fraud based on multiple data sets. By matching stock 

trades with news about each stock, we could discern whether there were large volumes of stocks traded just prior to news 

announcements, indicating fraud. We used two data sets: TRADE 300m, which included the date, time, and other details of 

300 million trades, and NEWS, which contained text of a newsfeed. It should be noted that this job would not be possible 

with Excel on a typical desktop because the 300 million records overwhelm Excel and bring performance to a crawl. 

Trifacta's sampling architecture and interface within the Google Chrome browser were able to handle this data easily 

through Trifacta’s highly interactive user experience. With this architecture, users are able to interactively wrangle large-

scale data sets by working against representative samples of their data. Trifacta supports a variety of different sampling 

techniques to ensure users are always working with the right sample of their data. Users build wrangling recipes by 

interactively working off of these samples and once the recipe is completed, Trifacta leverages the recipe to transform the 

entire data set at scale.  

First, we explored the data visually, which Trifacta calls Interactive Exploration. The TRADES 300m data set loaded very 

quickly because of the Photon engine, and displayed a 9.77MB data sample; the user can switch to a different sample of the 

data at any time, leveraging a number of the sampling techniques Trifacta supports. Wrangler Enterprise evaluated the type 

of data and displayed it in columns showing details including ticker symbols, data and time of a trade, price, volume, etc.  

A data quality bar underlining each column header showed the amount of valid values; under the datetrade column, which 

listed the time and date of each trade, the red portion of the bar indicated invalid data. Trifacta automatically provides 

these data quality statistics by inferring the common data structure for values in each column, and determining which 

values match that structure. Mousing over that red bar showed that there were 19,807 mismatched values; that 

information and more is also provided in the Column Details view (see Figure 3). 

Figure 3. Interactive Exploration: Column Details View 

  
Source: Enterprise Strategy Group, 2017 
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ESG Lab clicked that red bar and Wrangler Enterprise displayed various data transformation suggestions at the bottom of 

the screen, along with a preview of how each transformation would change the data set to resolve the mismatched values. 

This is an example of Predictive Transformation. 

Scrolling through the highlighted, mismatched data illuminated a formatting issue in the seconds and milliseconds (sec/ms) 

detail. We decided to eliminate the sec/ms in all rows, as that provided more detail than required for this analysis. We 

simply highlighted the sec/ms portion of data in one row, and Wrangler Enterprise immediately offered several 

transformation suggestions to remove all seconds and milliseconds from the datetrade column. This simple method of 

directly selecting data elements enables the user to build accurate, pattern-based transformation steps without having to 

write any regular expressions. We selected the Replace transformation, and Wrangler Enterprise previewed that with a new 

column replacing the sec/ms with blank space (see Figure 4).  

Figure 4. Predictive Transformation 

 

Source: Enterprise Strategy Group, 2017 

Next, we clicked Add to Recipe, and after a brief pause, Wrangler Enterprise added that step to the recipe, automatically 

recomputed the histograms, and updated the complete data set based on the preparation step, removing the sec/ms from 

every row. A recipe panel on the right showed all the steps, and with a click, we were able to go backward and forward in 

time to see the lineage of all the steps and their impact on the data.  

Next, we opened the NEWS data set that required more complex wrangling. We wanted to extract the ticker symbols 

embedded in a raw text column into a new separate column, and then associate ticker symbols with trade dates. After we 

highlighted several ticker symbols, Wrangler Enterprise offered several transformation suggestions; we chose extract_list (a 

complex operation that business analysts are not generally able to perform with traditional tools) in order to accommodate 

text strings with multiple ticker symbols. This transformation identified all of the ticker symbols in each news article and 

created a new column (see Figure 5). Once that column was created, we chose the flatten suggestion, which created 

duplicate rows for those text strings containing multiple ticker symbols. We added that step to the recipe and then cleaned 

up the format by removing the parentheses from the ticker symbols. 
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Figure 5. Complex Transformation: Extractlist  

 
Source: Enterprise Strategy Group, 2017 

The final step was to join the two data sets to produce the output for analysis. We clicked back into TRADES300m and 

selected Join from the Transform Builder interface, a feature that enables more advanced users to write transformations 

without the assistance of Predictive Transformation. Next, we clicked NEWS, and Wrangler Enterprise paused to suggest the 

optimal join keys; it correctly inferred that ticker and extractlist_Content provided the most likely intersections between the 

two data sets, while offering additional join keys as well. After we selected the specific columns we wanted from both sides 

of the join, Photon immediately provided a preview of that join result. We added this to the recipe and were ready to 

complete the job. 

Figure 6. Joining Data Sets 

 
Source: Enterprise Strategy Group, 2017 
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Next, we clicked Run Job. Wrangler Enterprise compiled the recipe of transformation steps and suggested an appropriate 

processing framework based on the type and amount of data and the type of transformations. Because of this Intelligent 

Execution feature, the Trifacta Server was automatically selected based on the intermediate size of the data set and low 

script complexity; running the job in Photon on a single server would be the fastest way to prepare the data (see Figure 7). 

This engine in Trifacta automatically identified that the job did not require parallel processing via an engine like Spark or 

MapReduce. Publishing suggestions such as outputting to different databases or file formats were also provided. 

Figure 7. Intelligent Execution 

 
Source: Enterprise Strategy Group, 2017 

We saved the job run and publishing settings, and Wrangler Enterprise pushed the job down to the server and created a 

combined results file. This 300 million-row trade file with a text file join—a compute-intensive task—was completed in  

seconds. We were able to view a job results file, and could export the results and view the recipe if needed (see Figure 8). 

Figure 8. Final Results 

 
Source: Enterprise Strategy Group, 2017 

To complete the analysis process, we published the output to data visualization tool Tableau using Trifacta’s support for 

Tableau’s TDE file format and were able to see trading spikes before a news announcement, indicating potential fraud (see 

Figure 9). Users can also click back and forth between Tableau and Wrangler Enterprise to view and edit the transformation 

recipe and republish the data. 
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Figure 9. Tableau Visualization   

 
Source: Enterprise Strategy Group, 2017 

 

 

  

         Why This Matters  

ESG Lab validated that Wrangler Enterprise empowers users with a fast, easy, self-service solution that handles data of 
any shape or size. It lets data analysts—who best understand what they are looking for—prepare data quickly, easily, 
and accurately without having to write code. They can see the impact of the transformations they’re applying to the data 
in real time instead of having to define requirements for others; they can instantly see the impact of various 
transformations and create a recipe of steps to prepare data to deliver optimal insight. In addition, because data 
wrangling can be done on a local machine or in the browser, Wrangler Enterprise lets hundreds of concurrent users in a 
large computing environment prepare data simultaneously without impacting other services.  
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The Bigger Truth 

Organizations collect and analyze mountains of data to understand and better serve customers, improve operational 

efficiency, and derive knowledge to make more informed business decisions. The results can have enormous impact on 

everything from tracking the spread of disease, to forecasting natural disasters, to analyzing clinical drug trials, to choosing 

which products to produce. There is little doubt that organizations will analyze more data over time, particularly as the 

Internet of Things comes to the mainstream.  

This reality makes it essential that organizations accelerate and simplify the process of preparing their data for analysis. 

Excel, ETL, and other scripting tasks are difficult, error-prone, time-consuming, and often done by employees who may not 

understand the context of the data. What happens if the data sources change, the structure of the data changes, or the 

script developer leaves the company? This leads to repetitive tasks, delays, and poor outcomes. In many organizations, 80% 

of data analysis time is spent on preparing data, and only 20% on using it to drive business decisions.  

ESG Lab validated that Trifacta Wrangler Enterprise provides a intuitive, fast data wrangling solution that works for data sets 

of various sizes, and for users with varying degrees of expertise. Wrangler’s in-memory engine, Photon, enables users to 

visualize and interact with data to deliver the optimal format for the analysis at hand. Crafting data wrangling recipes can be 

done in the browser, and data processing of those recipes can be done in the browser, on a desktop or single server, or in a 

Hadoop cluster.  

In ESG’s view, Trifacta Wrangler Enterprise fills a void in the market—it provides fast, high-quality data wrangling for diverse 

data sets, for use by the data analysts closest to the outcomes. It empowers users with varied needs and skill sets, but also 

meets organizations’ governance and security requirements. So if your organization wants to spend more time using data 

and less time preparing it, ESG recommends you take a look at Trifacta Wrangler Enterprise.  
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feature/functions of products, show how they can be used to solve real customer problems and identify any areas needing improvement. ESG Lab's expert third-party perspective is based on our 

own hands-on testing as well as on interviews with customers who use these products in production environments. 

 

 


